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Extending the Simple Linear Regression Model

• As their names imply, the multiple linear regression model is an

extension of the simple linear regression model.

• Specifically, the multiple linear regression model has two or more

explanatory variables.

• For the simple linear regression model, the lone covariate was

quantitative.

• The multiple linear regression model, by contrast, may have both

quantitative and qualitative, i.e., categorical, predictors.

• Motivating dataset: anorexia data
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Extending the Simple Linear Regression Model

• A regression model having only quantitative predictors is simply

called a regression model.

• A regression model having only categorical predictors is called an

analysis of variance (ANOVA) model.

• A regression model having both categorical and quantitative

predictors is called an analysis of covariance (ANCOVA) model.

• For each of these scenarios, we still aim to estimate the regression

coefficients β and test each of the various predictors for significance.

• There is a key difference between regression and ANOVA, however.

• In regression we aim to reveal and characterize the relationship

between a quantitative predictor and the response (having controlled

for other important predictors).

• In ANOVA we aim to reveal differences between groups, e.g.,

treatment versus control, or treatment versus treatment.
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Extending the Simple Linear Regression Model

• In ANCOVA we aim to reveal differences between groups, having

controlled for one or more quantitative explanatory variables.

• Including one or more important quantitative explanatory variables

renders the ANOVA more powerful by substantially reducing the

estimate of σ2.

• That is, ANCOVA is a variance reduction technique.

• Note that ordinary ANOVA and ANCOVA models can be understood

using theory that is specific to these models.

• We will not delve into AN(C)OVA theory in this course since doing

so would leave too little time for discussion of binary and count

GLMs.
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Multiple Regression

• Suppose we have a p-vector of covariates for each outcome.

• Then our data take the form (Y1,x1), . . . , (Yn,xn), where

xi =


xi1
xi2

...

xip

 .

• Usually xi1 = 1 since regression through the origin is rarely

appropriate.

• Then the linear regression model is

Yi = x
′
iβ + εi =

p∑
j=1

βjxij + εi (i = 1, . . . , n),

where Eεi = 0 and Vεi = σ2 and the εi are uncorrelated.
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Multiple Regression

• Using matrix notation, the model can be expressed as

Y = Xβ + ε,

which expands to

Y1...
Yn

 =


x11 x12 · · · x1p
x21 x22 · · · x2p

...
...

...
...

xn1 xn2 · · · xnp


β1...
βp

+

ε1...
εn

 .

• And we assume that ε has expectation 0 and variance σ2I.
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Multiple Regression

• Note that a given effect—βj , say—has a different interpretation in

the multi-predictor setting than β1 has in simple linear regression.

• In multiple linear regression, βj is the effect of explanatory variable

xj conditional on the other explanatory variables being in the model.

• An important difference between multiple regression and simple

regression is that a given predictor can be significant when that

predictor is the only predictor in the model, yet that same predictor

may be less significant or even non-significant when other

explanatory variables are controlled for.

• Alternatively, a given predictor may be non-significant or mildly

significant when it is the lone predictor in the model, yet that same

predictor may be significant or even highly significant when other

explanatory variables are present (remember ANCOVA).
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Multiple Regression

• Even though we must interpret the effects in multiple regression

conditionally, the model is still linear.

• This means that, when the remaining explanatory variables are held

fixed, a one-unit change in the jth covariate corresponds to a

change in the mean of magnitude |βj |.
• Specifically, we have

µ(xj + 1 | x−j) = βj(xj + 1) + x
′
−jβ−j = βjxj + βj + x

′
−jβ−j = µ(xj | x−j) + βj

µ(xj − 1 | x−j) = βj(xj − 1) + x
′
−jβ−j = βjxj − βj + x

′
−jβ−j = µ(xj | x−j)− βj ,

where x−j denotes all of the explanatory variables except the jth,

and likewise for β−j .

• Remember that a given explanatory variable xj may be a function of

a more fundamental predictor, which means the relationship between

the mean of the response and the more fundamental predictor may

be nonlinear!
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Inference for the OLM

• If the p× p matrix X′X is invertible, we have

β̂ = (X′X)−1X′Y

Vβ̂ = σ2(X′X)−1

β̂
·∼ Normal{β, σ2(X′X)−1}.

• If the errors are multinormal, the final statement can be replaced by

β̂ ∼ Normal{β, σ2(X′X)−1}.

• The estimator of the regression function is

µ̂ = Xβ̂.

• An unbiased estimator of σ2 is

σ̂2 =
e′e

n− p
=

1

n− p

n∑
i=1

e2i ,

where e = Y −Xβ̂ is the vector of residuals.
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Inference for the OLM

• Using Wald inference, an approximate 1− α confidence interval for

βj is given by

β̂j ± zα/2 se(β̂j),

where se(β̂j) is the square root of the jth diagonal element of

σ̂2(X′X)−1.

• An exact interval is given by

β̂j ± tα/2n−p se(β̂j)

since (β̂j − βj)/se(β̂j) follows the tn−p distribution.
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Model Selection

• A problem that arises in multiple regression is model selection.

• To select a model is to choose the “best” model from a collection of

candidate models.

• Model selection is arguably the most difficult problem in statistics.

• In the context of regression, we may have many covariates but not

want to include all of them in the model.

• A “smaller” model, i.e., a model having fewer explanatory variables,

has a few potential advantages. The simpler model

1. may yield better predictions than a more complicated model,

2. accords with Occam’s razor, and

3. leads to more powerful hypothesis tests (or, equivalently, narrower

confidence intervals).

• Computing: n− p and the t distribution
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Model Selection

• Generally, as we add more variables to a regression model, the bias

of the predictions decreases and the variance increases.

• Likewise, removing variables increases the bias and decreases the

variance.

• This phenomenon is called the bias–variance tradeoff.

• Too few covariates yields high bias; this is called underfitting.

• Too many covariates yields high variance; this is called overfitting.

• Good prediction results from achieving a proper balance between

bias and variance.
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Model Selection

• In model selection there are two problems:

1. assigning a score to each model that measures, in some sense, how

good the model is, and

2. searching through the collection of candidate models to find the

model having the best score.

• To see how this might be accomplished,

• let S ⊂ {1, . . . , p},
• let XS = {xj : j ∈ S} denote a subset of the covariates,

• let βS denote the coefficients for XS , and

• let β̂S denote the least squares estimate of βS .

• Then one well-known method for assigning a score to model S is to

compute Akaike’s information criterion (AIC), which is given by

AIC(S) = −`S + |S|,

where `S is the log-likelihood of the model evaluated at the MLE.
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Model Selection

• The idea is to choose S to minimize AIC(S), which can be thought

of as “goodness of fit” plus “complexity.”

• A model having more covariates may offer a better fit, i.e., a larger

log-likelihood, but said model also clearly has a larger value of |S|.
• Likewise, a model having fewer predictors results in a smaller penalty

|S| for complexity, but said model may also yield a poorer fit, i.e.,

smaller `S .

• Thus AIC, and other similar criteria, allow us to strike a balance

between fit and complexity.

• Note that another well-known information criterion is BIC (Bayesian

information criterion), which is defined as

BIC(S) = −`S +
|S|
2

log n.

• BIC tends to choose simpler models than does AIC since BIC uses a

stricter penalty for complexity.
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Model Selection

• Model search can be computationally burdensome since there are 2p

possible models for p explanatory variables.

• For example, if p = 10, we have 210 = 1,024 models to choose from.

• Since the function 2p grows very quickly as p increases, searching

through all of the candidate models may be infeasible.

• In this case we can search over a subset of the models.

• Two common methods for doing this are forward stepwise regression

and backward stepwise regression.

• In forward stepwise regression we

1. start with no covariates in the model,

2. add the one variable that leads to a better score, and

3. continue adding variables one at a time until the score does not

improve.
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Model Selection

• In backward stepwise regression we

1. start with all covariates in the model,

2. drop the one variable that leads to a better score, and

3. continue dropping variables one at a time until the score does not

improve.

• Both of these approaches are greedy searches, and so neither

approach is guaranteed to find the model having the best score.

• Another method for model selection that avoids an exhaustive

search is due to Zheng and Loh (1995).

• The Zheng–Loh method does not seek to minimize an information

criterion but instead assumes that some subset of the regression

coefficients are exactly equal to zero and tries to find the true

model, i.e., the smallest sub-model having nonzero βj .

15



Model Selection

• Specifically, the Zheng–Loh method proceeds as follows.

1. Fit the full model with all p covariates, and let Wj = β̂j/se(β̂j)

denote the Wald test statistic for H0 : βj = 0 versus H1 : βj 6= 0.

2. Order the test statistics from largest to smallest in absolute value:

|W(1)| ≥ |W(2)| ≥ · · · ≥ |W(p)|.

3. Let k̂ be the value of k that minimizes

RSS(k) + k σ̂2 logn,

where RSS(k) is the residual sum of squares from the model having

the k largest absolute Wald statistics.

4. Choose as the final model the model that corresponds to k̂.
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Collinearity

• Another issue than may arise in multiple regression is collinearity.

• A given predictor, xj , say, suffers from collinearity if said predictor is

nearly a linear combination of one or more of the other predictors:

xj ≈ aj0xj0 + · · ·+ ajmxjm ,

where none of the j0, . . . , jm is equal to j.

• Substantial collinearity can lead to an inflated standard error for β̂j ,

which can cause the Wald test of H0 : βj = 0 to fail to reject even if

xj is an important predictor, i.e., even if βj 6= 0.
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